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ABSTRACT

Parallel application programming is becoming increasimgipor-
tant to researchers and developers who want to leveragevaiad
advances and compute complex calculations quickly andeftty

in competitive domains, such as nancial services. Pri@esgch
has focused on high-performance computing and grid comguti
middleware to support the development of parallel appbost
These technologies, however, are hard to program and malage
to the need for researchers and developers to use explititco
rency mechanisms and manual lifecycle management teawiqu
What is needed therefore, are middleware technologies @oid t
that are both easy to usad highly optimized for the new genera-
tion of parallel computing hardware.

This paper presents the structure and functionality ofcdzi,
which is adaptive distributed computing middleware taedeat
parallel applications on heterogeneous computing enwisonis,
such as laptops, desktops, single-core CPUs, multi-cotésCétus-
ters, and clouds. Zircomp allows developers to design soévas
if they are programming for a single computer by automdiical
distributing and parallelizing task executions scalatgiiably, and
resource-ef ciently. The result is a straightforward pragming
model that can substantially improve the performance ofpger
computational nance applications via distribution andaikeliza-
tion. This paper uses a representative case study from toecial
services domain to show how these types of applications eae-b
t from using Zircomp.
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1. INTRODUCTION

Parallel programming is increasingly important to reskars
and developers involved in computational nance, who meeet-
age the latest distributed and parallel programming telcignes
to aid decision making and meet rapidly changing interests)-
cial forecasts, and market standards. Example applicatiaude
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nancial risk assessment and modeling (such as valuestaind

historical simulations) and real-time decision makingdehen al-

gorithmic feedback (such as market making, electronicegsaar-

bitrage, and high-frequency trading). With the advent ohowod-

ity multi-core processors and cloud computing systemgsaehers
and developers also need parallel programming technadgiex-

ploit more than one processor (or more than one core pergsoce
to deliver results quickly and cost-effectively.

Traditional parallel programming techniques, such as agss
passing [1] and shared memory grid computing middleware [2]
have been applied by researchers in universities and rdfiaios
to develop and deploy enterprise-scale distributed anallphap-
plications. Parallel application development remainsallehging
problem, however, in the domain of large-scale developrotap-
plications for computational nance, where researcheis @evel-
opers often cannot leverage traditional grid computingdieidare
for their applications due to the following limitations:

Complex programming models Traditional grid comput-

ing middleware is cumbersome for many application devel-
opers due to the need for programs to use explicit concur-
rency managemeneg.g, thread creation and synchroniza-
tion using messages, queues, and locks. These programs
also require manual lifecycle management of all distridute
processes involved in computation, including discoverggdl
balancing, and fault-tolerance concerns that are tedinds a
error-prone, and which do not scale for mission-critical -
nancial systems.

Solutions that are tightly coupled to particular platforms.
When traditional grid computing middleware is applied, ap-
plication developers must often manually modify their egur
code whenever they port applications to different opegatin
systems. Moreover, researchers and developers spenfi signi
icant amounts of time and effort on tutorials, webinars, and
other study materials to learn these technologies singe the
are hard to program and port.

To address these limitations, we have developed an adajisive
tributed computing middleware call&@drcompthat enhances com-
plex computational nance applications by creating adaptreal-
time, and distributed computing on demand. By utilizing tloen-
putational resourcese(g, desktops and servers) available within
an organization—or in public or private clouds—Zircomp\ides
the following capabilities to researchers and developers:

Con gurable middleware whose pluggable services automate
many tedious and error-prone activities related to network
programming, including handling different network proto-
cols, (de)marshaling, fault-tolerance, thread creati@hraan-



agement, and advanced load balancing across a network ofthe stipulation that it is a normal distribution. Hence, lsadgo-

computation servers.

A decentralized software architecture that has no single po
of failure.

A straightforward parallel programming model that allows

developers of computational nance applications to design
software that runs in a cluster of computers as if they are
programming for a single computer.

Zircomp can be used to develop and/or convert non-pargi-a
cation code to create ef cient, scalable, and highly awAdadis-
tributed computing applications that run computations @etof
servers in a (potentially heterogeneous) network enviemrm

Paper organization The remainder of this paper is organized
as follows: Section 2 describes a case study from the ndiseia
vices domain to showcase the challenges of developinglulised
and parallel computational nance applications; Secti@xplores
the capabilities Zircomp provides to simplify the develar of
complex distributed and parallel applications; Sectioredatibes
how Zircomp provides solutions for the challenges desdribaéhe
case study; Section 5 compares Zircomp with related worki; an
Section 6 presents concluding remarks.

2. A CASE STUDY IN FINANCIAL ANAL-
YSIS

Computational nance applications, particularly thosealving
massive simulations, are often well suited for parall¢ica Un-
fortunately, the effort needed to parallelize these apfiimis using
traditional methods is often prohibitive, which has regad the -
nancial industry's movement in this direction. Since méskare
increasing dominated by electronic trading systems, hewegal-
time performance becomes an increasingly critical factonaking
timely trading decisions.

A common problem encountered in the nancial services irdus
try is risk estimationMonte Carlo method§3] relying on simula-
tions based on hypothetical market behavior scenarios fraven
quite useful in risk calculations, especially for portédiinvolving
derivatives. The computational intensity of such methbdssever,
generally limits the frequency with which they can be useént¢,
there is a signi cant bene t from boosting the performandeiach
computations.

The remainder of this section presents a case study in @&nci
analysis based onvalue-at-risk(VaR) [4] calculation using Monte
Carlo simulation to showcase key design challenges of dpirej
parallel computational nance applications.

2.1 The De nition and Applications of VaR Anal-
ysis

In nancial mathematics and nancial risk management, \élu
at Risk (VaR) is a widely used measure of the risk of loss orea sp
ci ¢ portfolio of nancial assets. For a given portfolio, pbability
and time horizon, VaR is de ned as a threshold value suchth®at
probability that the mark-to-market loss on the portfoli@pthe
given time horizon exceeds this value (assuming normal etark
and no trading in the portfolio) is the given probability édv

For portfolios involving traditional instruments like sics, ef-
fective and computationally parsimonious analytical md#h(such
as the variance-covariance method [5, 6]) for calculatiregvialue-
at-risk have been devised. Crucially, such methods relyrpoi-
tant assumptions about the nature of the loss distribuiticihyding

rithms cannot be applied to portfolios that contain exotistiu-
ments (such as options and other derivatives) and risk neasag
must resort to more generalized techniques.

Due to their generalityMonte Carlomethods are often utilized
for VaR calculations for portfolios with options. Insteafimod-
eling future portfolio performance on purely theoreticahsider-
ations, such methods simulate a large, representativef peisei-
ble performance scenarios and then base the VaR measusement
on tallies of the results. One variant of such methods—desig
for portfolios with options—is to use the historical perftance
of the options' underlying securities at different randgraklected
times to generate plausible scenarios of future underlgeyri-
ties' values. Since powerful algorithms (such as the Blackoles
model [7] and the binomial tree model [8]) exist to predictiop
prices based on underlying prices, such scenarios can eeded
to generate predictions about the performance of all positin the
portfolio, and thus the portfolio's overall performance.

Although suchMonte Carlo(we useMonte Carlomethods based
on historical simulations) methods are general and véesaliey
are extremely computationally intensive. In particuldue flgo-
rithms for deriving options prices from those of their urigieg
securities are quite involved, and the computational costom-
pounded by the fact that many such predictions must be edémll
to generate a suf ciently large number of scenarios foratdk sta-
tistical analysis. Indeed, the computational cost of sualouta-
tions is often the factor limiting their broader use in theancial
industry.

2.2 A Typical Serial Implementation of VaR
Calculation

VaR calculations are often hosted in applications suciMias
crosoft Excel spreadsheetahere the input data and results are
collected in a convenient format. Likewise, calculatioms af-
ten controlled by &/isual Basic for Applicationscript. The actual
calculations may be performed either within the Excel pssoer
delegated to another process in a client/server con gomati

This paper focuses on a representative VaR calculationevher
the computational task is to estimate the 1-day value atfosk
portfolio with positions in stocks, an index, and a numbeAuofer-
ican options on these securities. Figure 1 shows an artinigec
of such a serial VaR calculation, wherevsual Basicclient ap-
plications computes the VaR for a set of portfolios (whosautn
data are stored in Klicrosoft Excelspreadsheet) by invoking re-
mote requests on a VaR evaluation library hostedlimax server.
The Monte Carlosimulation achieves this VaR calculation by (1)
computing the value of the portfolio at the end of the timeizan
under a large number of market behavior scenarios and (2itiqua
fying the maximum loss expected with a given probabilitg.{the
simulation's con dence interval).

In our case study, 381 options, 30 stocks, and one index-track
ing fund qualify for our portfolio. We collect the history ofaily
stock returns for two years preceding the VaR calculatide é@a
an Microsoft Excelspreadsheet. The next step is creating 1,000
distinct scenarios by randomly drawing 1,000 sets of restwmnd
calculating the underlying 1-day VaR value. As shown in Fégil,
the VaR calculation function is embedded in a library hostad
a Linux machine. Likewise, the client for this computatienain
Excelspreadsheet and\Asual Basicclient executable assists the
Excelspreadsheet to make remote invocations on the Linux library

2.3 Design Challenges of Parallelizing the VaR
Calculation
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Figure 1: A Serial VaR Calculation Example

In our case study, we have American options with discrete div
idends on individual stocks, as there is no closed-formtswiu
available for them and one has to use time-consuming bidomia
trees to calculate the price. Hence, the following comparnat
steps are involved in calculating 1-day VaR:

Randomly picking\N historical dates.

Applying the returns for each historical date to the under-
lying prices on the initial date to obtain a scenario for the
underlying prices at the end of the time horizon.

For each scenario for the prices of the underlying secaritie
evaluating the prices of all the options in the portfolio.

After evaluating all scenarios, forming the simulated rilist
bution of the portfolio values and computing VaR.

From the de nition of the computational steps, it is cleaattbom-
puting the options prices for each hypothetical scenarisomes
the majority of the VaR calculation time. Attempts to impeahe
calculation's performance should therefore focus on altéwg this
bottleneck, so this part of the computation should be difikd to
remote compute server(s).

Since the options price model calculations are logicaltiepen-
dent and quite numerous within the scope of a single pootoli
analysis, this VaR calculation has great exploitable coeccy
and is easy to parallelize. Although parallelization pdes a re-
alistic and economical way to improve the performance ohsuc
analysis, conventional implementations of this paralédtelation
face a number of common design challenges in of oading keria
calculation to remote computation servers. The remaintléni®
section describes some of these key design challenges.

Challenge 1: Discovery and addressing of remote computa-
tion servers for distributed computation. A realistic parallel im-
plementation of the VaR calculation would run the actualayst

also handle the variabilities associated with the undeglyietwork
stack to transfer requests and replies across the netwatedver,
this process would be repeated whenever the underlyintppiad
changeg.g, the input data could be moved from tBgcelspread-
sheet to a database, or the VaR calculation server could kedno
from theLinux host to aSolarishost.

New servers could also be added and existing servers could be
stopped as part of a broader system administration plaesgec-
tive of the changes in the underlying network, hardware, @at
form topologies, the VaR calculation data must be distetwuind
distributed computations must be performed. As descrilbede
manually modifying source code to handle such sophisticase
cases is hard.

Challenge 2: Management of data distribution for remote
distributed computation. Performing remote distributed compu-
tations involves transforming the internal state of a paogte.g,
the input for the VaR calculation stored in the Excel sprbadsf)
in an external format that can transferred via the networketo
mote computation servers. The programming technique deede
accomplish this transformation is calledmsrshalingand the re-
verse process of converting the external data format toriatelata
format is calleddemarshaling Historically, application developers
have manually written (de)marshaling code to meet theibliged
computing requirements of VaR calculations. This (de)imaliag
code is highly dependent on the format of the data being seht a
the platforms hosting the client/server processes, wharhpti-
cates manual source code development activities.

Challenge 3: Ef cient distribution of remote computationr e-
quests for effective resource management across the netvkor
After application developers devise solutions to chaléeeng and
2 above, intelligent request scheduling and distributigo@thms
are needed to disseminate requests across the various tediopu
servers. Efcient request dissemination ensures that l{1)aad-
ware resources are utilized ef ciently, (2) remote compiots are
not impeded by load imbalance across the computation seixed

price model on one or more processes on a server machinesthat i (3) clients are shielded from heterogeneous hardware dtwisse

more powerful than the personal computer hosting the sphegsd.
If application developers write source code manually tdqrer

parallel programming, they would have to identify the IP ddes
of the source and destinations, determine multicast aselsesand

capabilities.
If application developers wrote source code manually téoper
these activities, they would have to track resource usagestits



at all the processors hosting the computation servers. derg
resource management is dictated by algorithms that coulddex
pending on application characteristiés({ memory-intensive ap-
plications versus CPU-intensive applications). Handihese vari-
abilities in the application source code complicates dgwalent,
especially for large and complex applications.

Challenge 4: Fault tolerance and application transparent &-
ult detection and recovery. When remote computation servers ex-
ecute complex application calculations, hardware faduwan dis-
rupt the calculations. These types of failures must be teahch-
siliently since both the compute server(s) and commurundinks
may be rendered unavailable. Developing source code nignual
for providing fault tolerance could involve writing coderfdetect-
ing faults, identifying the requests that were being coragidy the
failed server, resending those requests to an alternatersand
taking rejuvenation actions such as restarting the faibedess.

Not only are these development activities tedious, but sach
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Figure 2: Overview of the Zircomp Middleware Architecture

a scalable, reliable, and resource-ef cient fashion, angroves

source code development could also make the source code hargherformance by orders of magnitude compared with conveatio

to understand due to tangling concerns between fault tederand
the business logic of the application. Application regsiéstsuch
dynamic faulty environments should be handled as transfigras
possible. In particular, domain experts should only neefib¢os
on the business logic of the application and not on non-fanat
concerns, such as fault tolerance.

Challenge 5: Concurrency management Computational -
nance applications, such as the VaR calculation in our dasky,s
are often highly computation intensive. These applicatioan
therefore bene t greatly from proper concurrency managemaa-
ere all the cores in a multi-core processor are utilizedieftly for
optimizing calculations. Programming these concernsiregap-
plication developers to manage concurrency explicitly Bating
threads and synchronizing those threads with messagefeksd
This process must be repeated for every platform sincedtpea
gramming APIs differ from platform to platforne.g, differences
in the thread API between Windows and Linux. Ideally, apglic
tion developers should develop source code in a platfornostic
manner so that application requests could be optimizedraipg
on the availability of single- vs. multi-core processors.

The remainder of this paper uses the VaR case study to moti-
vate how the Zircomp middleware can address the above teslcri
parallel application development challenges associatddparal-
lelizing computational nance applications.

3. STRUCTURE AND FUNCTIONALITY OF
ZIRCOMP

This section describes the structure and functionalityiafap,
which is adaptive distributed middleware for acceleratimg per-
formance of complex compute-intensive applications intavagked
environment.

Figure 2 shows the following key elements in the Zircomp mid-
dleware:

TCE Con guration Environment , which is a application con-
guration utility that discovers, validates, and managkspplica-
tions in a deployment. This server manages the computerserve
clients, and monitors that are part of the network and pewid
the appropriate communication con guration settings.(IP ad-
dresses and multicast addresses) for creating the distdlaxecu-
tion environment to perform distributed computations.

zNet Middleware, which is an optimized middleware infras-
tructure linked with the client applications and hencedesiin the
client address space. zNet automatically distributes catipns
to all the available servers, transparently parallelizesetions in

programming techniques.

zEngine which is a computational server that is installed and
launched on (potentially heterogeneous) target machimass is
the Zircomp component that actually executes the paradiélcom-
putation. A zEngine uses the underlying operating systéradud-
ing mechanismsi.g., core-aware thread creation, synchronization,
and management) to maximize processor utilization by eiggru
an instance of a parallelized function on each core (a conprext
tice is to start as mamgEngineinstances on each host as there are
processor cores).

zAdmin, which is a utility for managingife., monitoring, in-
stalling, starting, and stopping) the resources, and egidns in
the system either graphically or via a command-line.

The remainder of this section outlines the types of apptioat
that can bene t from Zircomp and describes how the Zircomp-co
ponents in Figure 2 address the parallelization challedgssribed
in Section 2.3.

3.1 Parallelizable Application Pattern

Many developers of computational nance applications hexe
isting serialized algorithm implementations (such as ta& \¢al-
culations described in Section 2). The starting point fongiZir-
comp is thus often a serial legacy application that may haye a
structure whatsoever, so long as the computation it pesfoneets
certain prerequisites for parallelization, such as lodps®@single
program, multiple datdorm.

When human developers consciously design parallel apiglica
using traditional tools and approaches and provide saistio the
challenges described in Section 2.3, they often end up watle c
that does not resemble that of a functionally-equivalenabappli-
cation. By contrast, Zircomp shields application devetsgdeom
these tedious distributed and parallel computing chadienga the
components described in Section 3. Parallelizing a sepgli-a
cation (which we calzEnabling thus largely involves linking to
Zircomp component libraries and modifying the existingaeap-
plication in a well-de ned manner so the Zircomp componer#s
encapsulate the low-level distributed and parallel cameey appli-
cations transparently.

To explain thezEnablingprocess, we formalize the notions of
parallelizable sectiorand parallelizable function A paralleliz-
able functionis a function that is invoked repeatedly throughout
the scope of an application. The return value of a call to #re p
allelizable function must not depend on that of previousscah
parallelizable sectioiis a logical section of the code that uses calls
to the parallelizable function to populate a data structiee the



parallelizable sectioruses the output produced by tharalleliz-
able function

A parallelizable section is a block of code with the follogin
three properties:

When the application enters the parallelizable sectiomall
puts needed for all invocations of the parallelizable figrct
reside in an input data structure,

When the application exits the parallelizable sectionttadl
outputs from all the invocations reside in an output datzcstr
ture, and

adaptive, distributed, and high performance computingemahd
for client applications. Since a zFunction callF is a drop-in re-
placement for the invocation of its corresponding seriacfion
call to F, the interface for the zFunction F must be derive di-
rectly from that of functionF. This need necessitates the genera-
tion of custom zFunction code for each application, andatirp
provides thezPluginBuildertool for this purpose.

The input to the zPluginBuilder tool is aXML le describing
the functionF, its input parameters, its output parameters, and the
location of the library that contains the de nition of thenfttion
F (shown in the middle section of Figure 3). The output is a li-
brary (called thezPluginLibrary) with zFunction implementation

These input and output data structures are the only ways thatz_F conforming to the same interface as the original funcfion

the non-parallelizable section interacts with the paliale
able function.

Most applications not speci cally written to use paraliltion
do not conform to this template, even if they do have sigmitca
exploitable concurrency. Hence, a certain amount of refag is
often needed to convert client applications into the forrecdbed
above. The intermediate result is a so-cakkedvice-oriented se-
rial application that has a well-de ned parallelizable section (see
Figure 3, left side, invocations to the parallelizable fiwrc F()).

Serial i i ildii the inLibrary i the inLibrary
U] Vinterface ZEnabled Client
Client App < EXI®> Definition main()

File

- ot

2zPluginLibrary
®
zNet

main()

F(.)
}

User Library
F(.) \
{
Ilbusiness logic
}

Figure 3: zEnabling a Serial Application with Zircomp
The parallelizable section derives the output data fronirthet
data by executing the parallelizable function multiple ésnand
the parallelizable function is not used in any other way mdbde.
In a service-oriented serial application, this paralkiz section
is often afor loop that iterates over the input data structure and
applies the function to each elemeng( classicSIMD program-
ming). Other forms are also possible, however, involvingotes
combinations of multiple functions, data structures, aupsk.

zPluginLibary

zNet®

The generated library also references the original libdEying
the functionF and is auto-loaded lEnging(based on the location
of the library speci ed in the XML le). The generaterPluginLi-
brary is linked by both the client application as well as #tengine
(see the right side of Figure 3).

ThezPluginLibrarythat is linked by both the client and the server
applications serve two purposes. On the client,zRkiginLibrary
initiates the Zircomp adaptive distributed computing nhésichre
zNet to provide scalable, ef cient, parallel, and highlyadable
distributed communication between the clients and theesgim an
application transparent manner. On the serverztleginLibrary
simply delegates the calls made from the client-gikiginLibrary
(on behalf of the client applications) to the functiéwle ned in the
library created by the service developers.

Thus, with a minimal amount of development effort, Zircomp
users obtain a versatile, production-quality paralleliapplication
that can be deployed in a network of parallel computing nodes

3.3 Resolving Distributed and Parallel Appli-
cation Design Challenges with Zircomp

We now describe how the Zircomp components shown in Fig-
ure 2 address the key distributed and parallelize appticatesign
challenges summarized in Section 2.3.

Resolving challenge 1: Providing an information service fo
discovery and addressing of remote computation serversZir-
comp's TCE con guration environmerdcts as an information ser-
vice and bootstraps all the applications in the network. oMtler
components in a Zircomp deployment (including the clientsthe
zEngineshat perform the remote computations) register with the
TCE con guration environmenivhen they are launched or boot-
strapped. This process allows tR€E con guration environment
to identify network communication and con guration segfinsuch
as the host IP addresses, network subnet identi cationticask
addresses.

3.2 Overview of zFunctions and ZPIUginLibraries TheTCE con guration environmergmploys a handshaking pro-

ThezEnablingprocess shields application developers from low-
level distribution concerns, such as discovery, addrgsgite)mar-
shaling requests and replies, and dealing with variadditn the
underlying network protocol stack(s) so applications g#rgrate
with any platform and programming language seamlessly. cfo a
complish this, Zircomp hides the low-level distributed qarting
concerns from application developers, encapsulate thetsgls]
and provides a so-calledFunctionz_F for every parallelizable
functionF. Thez_F interface is similar to the original functidn,
and thus client application developers can simply repladls toF
with calls toz_F. Unlike F itself, howeverz_F is asynchronous
i.e. it returns as soon as it has initiated a request, withoutimgait
for the results.

The zFunctiorz_F is a client-side proxy that transparently dis-
patches asynchronous requests tozBaginesthereby providing

tocol that informs all the components about the system-wiigte
work settings, so applications can communicate with eablerot
at runtime without collaborating with thECE con guration envi-
ronment To automate this process—and to allow the underlying
Zircomp middleware to perform all the remote discovery add a
dressing requirements—the client and server applicatioksvith
the Zircomp libraries. Th@CE con guration environmeninter-
acts with these client- and server-side Zircomp comportener-
form distributed computations. Client applications aréten as if
they are performing invocations on a function provided bgraear
hosted in the same processor, whereas Zircomp componerks wo
with the TCE con guration environmentio perform parallel com-
putations transparently.

Resolving challenge 2: Providing transparent management
of data distribution for remote communications. Zircomp al-



lows application developers to optimize the system peréorce by
providing exible mechanisms to transfer data between tents
and the computation servers that utilize the data to perfibren
computations. Zircomp does not send data with every repjirest
stead, the data is sent only once, and with every requesIaip
sends a reference to each server on where the data couldrzk fou

chines on a network. Zircomgletmiddleware on the clients and
zEngine®on the servers) provides implicit concurrency support and
automatically creates threads for distributing requestdifferent
servers and also synchronizes those threads using mesmagjes
locks.

Since the parallelizable function is executed within themtlar-

Moreover, if new data needs to be updated midway through the ead of control in the serial application, its parallelizlskection

computations, Zircomp also provides a mechanism to sightidea
servers and allow them to reach a common snapshot or chetkpoi
receive the new input data from the client, and then resummepuoe
tations.

Zircomp provides a utility called thePluginBuilderto auto-
matically generatePluginLibrariesthat serve as adapters between
the generizNetmiddleware and speci c client/server applications.
These adapters emit ef cient (de)marshaling code for ugh thie
zNetmiddleware. The input for thePluginBuilderis anXML le
that describes the interface of tparallelizable function(includ-
ing the input and output parameters). The output BPluginLi-
brary that is linked with a client application and which contaihe t
automatically generated (de)marshaling code speci ¢ thear-
allelizable functionused in the client application. This feature al-
lows Zircomp to transparently provide remote communicatizat
is portable across heterogeneous hardware platforms andnhs.

Resolving challenge 3: Providing effective resource manag
ment of remote computation servers Populating the output data
structure in a zEnabled client application can be deconthoge
two tasks. First, initiating the remote computation redgiés mul-
tiple processors hosting ZircongiEngines The assignment of re-
quests twEngineds done by a load balancer built into the client-
side zNet middleware, as shown in Figure 4. Second, thetsesul
of all the individual computations across every processemgath-
ered and used to populate the output data structure ingihlby
the client application.

Zircomp's zZNetadaptive distributed middleware uses an intelli-
gent load balancer to distribute work evenly amongst exgstom-
putation servers in real-timezNetalso provides enhanced and
effective resource management and allocation for comipike-
nsive applications. By spreading computations evenlysacadi the
available servergNetmaximizes resource allocation for compute-
intensive applications and also ensures that hardwarenesoare
utilized to their fullest.

Resolving challenge 4: Providing application-transparetimu-
Iti-layer fault tolerance. Zircomp's zZNetmiddleware also guar-
antees application execution irrespective of hardwaterts, and
transparently provides fault recovery and failover by xeeiting
requests at servers that are sill operational. As shownguarEi4,

uses a sequence of synchronous function calls to populateuti
put data structure. By contrast, in zEnabled applicatieimaul-
taneous execution of multiple computations requires dsymous
invocation of requests. This asynchrony is achieved bydptace-
ment of invocations of the parallelizable function with @oations
of a Zircomp-generatezFFunction which has a type-safe proxy that
dispatches the client's arguments to renzimgines

Since computation requests are now asynchronous, a cakto t
Zircomp barrier synchronization API (the_process_all()
call shown in Figure 4) must be made at the end of the new par-
allelizable section. The_process_all() barrier ensures that
the output data structure is populated when the client'swtraead
exits the section. These two super cial transformationshef ser-
vice-oriented serial application result in a parallel agation that
replicates the functionality of the serial applicationt gan now
take advantage of multiple remote compute servers to exataut
requests in parallel.

Zircomp zEnginesdecouple I/O computations from CPU com-
putations by employing thread pools that improve applcaper-
formance in a scalable manner. By implicitly providing conrc
rency for the deployed applications, Zircomp enables appbn
developers to write correct and scalable parallel codedortnivial
computations. Moreover, Zircomp delivers these perforceam-
provements with little/no learning curve or con guratioficet by
application developers or system operators since (1)tcéippli-
cations are only modi ed slightly to replace the originahftiion
calls with zFunction calls and (2) the original functiongdenot be
modi ed at all, but are simply loaded automatically and spar-
ently into the appropriate remoz&Engines

4. APPLYING ZIRCOMP TO THE VAR CASE
STUDY

This section presents an updated VaR application that uses Z
comp to parallelize calculations on a portfolio of stockd aptions
represented asMicrosoft Excekpreadsheet. As discussed in Sec-
tion 3, the Zircomp middleware permits the effective dedimgp
of the client code and the parallelizable function impletagon
so that they can run on different platfornesg, Windows for the

zNetkeeps track of the execution history of each request and to jient and Linux for the servers. Moreover, different partghe

which zEnginethe request has been sent to. When Zircomp detects yj3R application can also be written in different languages, Vi-
that azEnginehas failed, it automatically resends the request to a g5 Basic for the client and C/C++ for the servers.

new or a rejuvenatezEngineand ensures that the computations are
performed irrespective of hardware failures.

By providing such functionality through the high perforncan
middleware architecture that resides in the client addspsge,
Zircomp employs an architecture that has no single poiraitire,
and ensures application execution as long as the clienicagiph
is alive. The ability to handle failures, outages, and t@vec from
those failures in an application transparent manner allGivwomp
to work in industrial grade environments, where operatiargich
dynamic environments is usually the norm.

Resolving challenge 5: Providing implicit scalability ushg
core-aware multi-threading. Zircomp attains parallelization by
executing multiple instances of an application's paradle func-
tion simultaneously iZEngineprocesses running on different ma-

The interface between the client and the parallelizabletfan
is speci ed concisely in an XML-baseldterface Description File
The zPluginBuildertool is then used to generate plug-in libraries
appropriate for both the client application and t#tengineserver
implementation. For this case study, the client Miarosoft Excel
spreadsheet that uses a COM interface Wigual Basig to inte-
grate with thezNetmiddleware. Conversely, servers are deployed
in a pool ofzEnginegleploying Linux C/C++ libraries for VaR cal-
culation.

4.1 Zircomp-based Client Implementation

The client code for this application resides ilVi&crosoft Excel
workbook that contains data about the market behavior sisna
(see Figure 1), which is a natural and typical medium for -data



Figure 4: Parallel Application Development with Zircomp

intensive nancial calculations. As shown in Figure 5, tHemt
can therefore easily support a legacy serial implememtaifche
calculation written inVisual Basicfor applications. As shown in
Figure 5, thezEnabledapplication requires two super cial trans-
formations of the client-side code embedded in the spresdsh

The calculations are dispatched asynchronously, witha-sep
rate callback function receiving responses from rera&teg-

side load balancer integrated into the zNet middlewareibigtng
the work automatically.

4.3 Bene ts of Applying Zircomp to the VaR
Case Study

The automated zEnabling process addresses all the chedleng
from Section 2.3 that are faced by developers of computalien

inesand using these responses to populate target cells in thenance applications. Resolving challenge 2 and as showngin Fi

resulting spreadsheet.

ThezPluginBuildettool is used to generate a client-side COM
interface that allows the invocation of the appropriatecfun
tion from within theVisual Basicclient code.

4.2 Zircomp-based Server Implementation

When developing the server-side code aEmabledapplication,
it is only necessary to (1) create a user library containhegpar-
allelizable function and (2) describe the function's ifdee using
a Zircomp interface description le (in XML). ThePluginBuilder
tool is then used to generate a plugin library that can be myna
cally loaded intozEnginesrunning on any supported platform, as
shown in Figure 3.

The server implementation consists ofaral_portfolio()func-
tion, whose input parameters include a portfolio de nitiand a
stock price scenario and uses the binomial options priciogeh
to evaluate all the options in the portfolio. The nal resaftthe
computation for a single scenario is a portfolio value. Escénar-
ios (which is de ned by its distinct set of hypothetical skqurices
at the end of the simulation's time horizon) thus yields agein
pendent and parallelizable portfolio value calculatios.shown in
Figure 5, thezEnginegdevoted to the calculation can complete all
these independent scenario calculations ef ciently, \ilith client-

ure 5, thezPluginBuildertool automatically generates application-
speci ¢ adapter code for (de)marshaling the data, and thite ¢s
plugged into both the client and ttaEnginein a type-safe man-
ner. Moreover, the same high-leveterface Description Filean
be used to generate this adapter code for any platform stguploy
Zircomp, which allows the client/server applications ta an het-
erogeneous hardware, spanning multiple hardware plasf@nal
operating systems.

Resolving challenges 1, 3, 4, and 5 and as shown in Figure 5,
thezNetmiddleware automatically provides discovery, addressing
load balancing, fault detection and recovery mechanisnsjring
that all client requests handed to it will eventually runegpective
of communication or server failures. This fault-toleranseoro-
vided byzNetcomponents on both sides of the network, requiring
no application developer effort. The application-spedFunction
generated by thePluginBuilderalso encapsulates the concerns re-
lated to robust distributed computing behind an interfaodlar
to that of the synchronous parallelizable function, thgrebsing
the level of programming abstraction experienced by appbo
developers.

As shown in Figure 5, the use dfisual Basiccallbacks to re-
act to the delivery of results from remat&nginesby populating
spreadsheet cells is an example of how responses from tleeem
compute servers can be integrated into a client applicatidms



Figure 5: A zEnabled VaR Calculation Example

result-gathering process shields developers from tediodserror-
prone concerns, such as thread-safety and I/O demultijgeXi-
nally, the resulting solution enables scalable parabgiin of the
computations by simply adding new local and/or renuimgine
processes.

5. RELATED WORK

This section compares and contrasts our work on Zircomp with
related work on parallel application development and depknt.

Aspect-Oriented Programming (AOP). Recent work has fo-
cused on using AOP [9] to separate parallelization concioms
application speci ¢ source code [10, 11, 12]. Such resegrch
vide a strong motivation for efforts that aim to make paigh®-
gramming more intuitive and less error-prone, as there tsomg
decoupling in the roles played by domain experts (who wipigia
cation speci ¢ code) and parallel programming experts (winibe
source code that deal with parallel programming concerrisjv-
ever, the programmers are unnecessarily exposed to AORdech
ogy. Further, if such research is used to provide the rangm=-of
pabilities that Zircomp offers (capabilities such as faalerance,
advanced load balancing, direct data transfer), newenttoies
are required that support composition of aspects. In cettear-
comp provides the bene ts of parallel programming in a sipl
manner (that is easier to code); but is also highly soplaitgat in
the capabilities it provides.

Grid computing middleware. Many projects have explored the
idea of utilizing distributed computing architectures txelerate
complex calculations on top of under-utilized network ofqes-
sors or clusters. Some well-known examples include the @ETI
Home [13] and BOINC [14] projects, which employ under-uid
networked processors to perform computational tasks. wigies
Frontier (vww.frontier.com ) provides grid software for uti-
lizing available processors to accelerate parallel appbos. In
general, in these approaches the client nodes communicag v
centralized master node to submit jobs, which can incredsady,
incur contention that causes performance bottlenecksyiaids a
single point of failure. In contrast, Zircomp provides altligop-
timized middleware infrastructure for communication, adlas a
set of tools for rapid development, generation, and depémtrof

parallel software in decentralized networked environment
Middleware for accelerating nancial engineering applica-
tions. Prior work has also focused on developing and/or applying
grid architectures and grid applications for nancial Sees ap-
plications. For example, [15] discusses practical expegs as-
sociated with data management and performance issuesrencou
tered in developing nancial services applications in tB&1 Blue-
gene supercomputer [16]. Likewise, PicsouGrid [17] is dtfau
tolerant and multi-paradigm grid software architecture docel-
erating nancial computations on a large scale grid. Othed-g
based systems include Platform Computimgniv.platform.
com), DataSynapsewWww.datasynapse.com ), and Microsoft
HPC (vww.microsoft.com/hpc ), which provide distributed
software environments for nancial computations. Zircormi-
fers from these technologies in its ease of use and integrats
real-time performance, its ability to handle both small asl\as
large scale computations, its support for portable archites and
platforms, and its advanced parallel programming featsresh
as application-transparent fault-tolerance, load baf@nand im-
plicit shared-memory thread programming.

6. CONCLUDING REMARKS

This paper presented novel computation nance middleware c
lled Zircomp that enhances complex compute-intensive iegpl
tions by creating adaptive, real-time, and distributed jgotimg on
demand. By utilizing the servers and desktops availablkiman
organization or in a cloud, Zircomp can substantially inyerthe
performance of parallel applications at low cost. In paittg, it
allows researchers and developers to design softwareuthsim a
cluster of servers as if they are programming for a singlepdsr.
Zircomp automatically distributes computations to all #vailable
servers, transparently parallelizes executions in a kleleeliable,
and resource-ef cient fashion.

This paper focused on applying Zircomp in the context of com-
putational nance applications. Our experience with Zimgoin
several large-scale computational nance systems inelicttat it
can deliver cost-effective, supercomputing-level powar dsers
to perform complex calculations on-demand and provideblyig
available and scalable performance with the state-ofthdea-



tures. Its powerful distributed and parallel capabilitibewever,

are applicable to more than a single application domain. an p

ticular, Zircomp is well-suited for trading desks, banksstrance
rms, universities and other organizations and sectorsre/ttem-
plex calculations are needed quickly and predictably, anidlvcan
bene t from distributing workload transparently across Itiple
computation processes throughout a (potentially heteremes) net-
work.
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